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Abstract
Our work in model-based analysis, diagnosis, and therapy of
environmental systems reveals principled limitations in
standard theories and techniques of model-based diagnosis.
It  becomes evident that they are (implicitly) tailored for di-
agnosing artifacts based on component-oriented modeling.
When we deal with a natural or technical system that lacks a
static structure comprising a fixed set of components and
that we prefer to model as a collection of processes, a num-
ber of conditions and goals of the diagnosis process change.
Processes do not become faulty like components, and often,
the goal is not to find the culprit among the known compo-
nents of a system, but to identify additional objects that
were not part of the initial system description, for instance
toxic waste. We propose a revision of the traditional theo-
ries of diagnosis from first principles. The goal is to make it
more general in terms of the class of problems to be ad-
dressed and more specific by proposing and exploiting a re-
fined representation of the system description. We also
show how standard component-oriented modeling and diag-
nosis can be reconstructed as a (very) specific instance of
the theory and that they benefit from the more general view
on the diagnosis problem.

Introduction
In environmental systems, the diagnosis task is a similar
one to diagnosing faulty technical devices: finding the
causes of undesirable behavior. However, in the case of
technical devices we mostly search for components that are
broken (or deviating from their correct behavior in some
way). Whereas in ecosystems, the cause is more likely
some object we did not expect or an exogenous condition
influencing the system behavior in an undesirable way.

We will use a motivating example from the domain of
hydro-ecology, where the rise of methane in the water body
serves as an indication for the presence and activity of an-
aerobic bacteria and further for oxygen depletion in the
lower layers. We can model the relevant phenomena in a
process-oriented paradigm. However, we will argue that the
standard theories and algorithms for model-based diagnosis
which are based on checking consistency of system models
with observations (or their entailment) fail to be applicable
to this task.

Reflecting this observation, we propose a revision and
extension of the theory of diagnosis from first principles.
We introduce explicitly specified goals and distinguish

between different tasks in diagnosis. Next, we discuss  in
detail  what the system description ("SD") consists of and
how to use it for model formation and prediction.

Then, we describe how to search the more complex
space of possible causes of "misbehaviors". The most sig-
nificant task is to organize the search for unanticipated ef-
fects in the physical system by appropriately handling the
closed-world assumption applied to the system description.
We also reconstruct standard component-based diagnosis
as a special case which contributes to a deeper under-
standing of when and why it works smoothly and how it
can be extended. Finally, we discuss the open issues and
the potential benefit of this more general view.

An Example from the Ecological Domain
In many hydro-ecological systems, the variation of the
methane concentration near the surface is monitored. If a
significant rise in the methane concentration is measured, a
human expert would use his domain knowledge to find a
plausible cause of this.

The most probable source of methane is the metabolism
of anaerobic bacteria, but they prosper only in anaerobic
conditions (with very low oxygen concentrations). Thus,
the methane couldn’t possibly be generated near the sur-
face, except in the unlikely case of anaerobic conditions
throughout the water body. But methane ascends in the
water column and can be produced near the ground, where
anaerobic bacteria can be hypothesized and the necessary
oxygen depletion is quite possible.

This involves a kind of diagnostic reasoning, which
makes use of knowledge about the physical and biological
phenomena that can occur in a water body. We will give an
example of how to do this with a simple model of the sys-
tem based on the Qualitative Process Theory (QPT, see
[Forbus 84]). In QPT, a model consists of three parts: the
taxonomy (specifying the object types of the domain and
their possible relations), the scenario (describing the system
under consideration in terms of object instances and their
relations) and a process library, consisting of generic proc-
ess descriptions. The generic process descriptions contain
instantiation and activation conditions (we use the abbre-
viations AC and IC) and a specification of what happens,
when the process is instantiated (for a matching set of ob-
jects) and activated (in dependency of values of quantities



2

associated with objects). For an extensive treatment of
QPT, please refer to the original paper ([Forbus 84]).

For our example, we assume a stratified water body, i. e.
the vertical mixing is largely impeded by a thin separating
layer, called metalimnion, with a steep temperature gradi-
ent (but ascending gases can cross the boundary). The up-
per layer (above the metalimnion) is referred to as the
epilimnion, while the lower part of the water body is called
hypolimnion. Neglecting the extent of the metalimnion, we
model this as a scenario with two adjacent compartments,
each of them associated with a number of quantities de-
scribing the physical and chemical properties or state, in-
cluding the methane concentration in a given compartment
at a given time. There might be a number of processes from
the library that can be instantiated for this simple scenario,
but nothing will produce or otherwise influence the meth-
ane concentration. In particular, we don’t expect anaerobic
bacteria in either compartment.

In our process library, we include process descriptions of
the splitting of organic matter by anaerobic bacteria and as-
cending of methane. The following diagrams use the for-
malism of Qualitative Influence Diagrams (QIDs) for speci-
fying the effects of the processes on object variables. For
details about the QID notation please refer to
[Heller/Struss 96b].

The process of splitting of organic matter by anaerobic
bacteria (see figure 1) can be located in any compartment
with anaerobic bacteria (instantiation condition) and an-
aerobic conditions (activity condition). The (absolute)
splitting rate of organic matter is modeled as the product of
(linear functions of) the concentration of organic matter in
the layer and the biomass of the anaerobic bacteria. The
splitting rate (amount of organic matter split per time unit)
in turn has a negative influence on the derivative of the or-
ganic matter (consumption), but a positive influence on the
derivatives of the bacteria biomass (growth) and the by-
products methane and organic acids (given as concentra-
tions).

Fig. 1: Process description: Splitting of organic matter by
anaerobic bacteria

The second process, namely ascending of methane from
one layer to the another one directly above it, is shown in
figure 2. The (absolute) rising rate of methane is modeled
to be proportional to the amount of methane present in the
lower layer.

Fig. 2: Process description: Ascending of methane

Now, we take the observation of a significant rise in the
concentration of methane in the upper layer
(d/dt epilimnion.methane > 0). This is a discrepancy to the
prediction of a constant methane concentration from the
fact that there are no influences on it in our initial model.
Giving up the closed-world assumption and searching the
process library for possible instances acting on the methane
concentration in the upper layer, we find:
• An instance of the splitting process in the upper layer:

methane is generated there.
• An instance of the ascending process, i. e. methane is

transported into the compartment from the hypolimnion.
For now, we assume that we can exclude horizontal trans-
port (by either knowledge about the system boundary or by
contradictions with other observations) and there are no
other potential sources of methane in our library.

Pursuing the first possibility, we have to postulate the
existence of anaerobic bacteria and (simultaneously) an-
aerobic conditions in the epilimnion as a candidate. The
second possibility leaves us with the same problem as be-
fore: somehow methane is generated or transported into the
hypolimnion. The latter can be excluded, since there is no
third layer below the hypolimnion in our system model. 

Thus, (an instance of) anaerobic splitting of organic
matter in the lower layer is another way to eliminate the
discrepancy with observations, and we hypothesize the ex-
istence of anaerobic bacteria and anaerobic conditions
there (hypolimnion.oxygen = 0). Further measurement of
(or specification of additional knowledge about) the oxygen
level in the upper compartment will easily discriminate
between these two candidates and leave the second one as
the only plausible one.

Towards a Theory of Diagnosis
from First Principles

Traditional consistency-based diagnosis in the style of
[Reiter 87] starts from a point where a set of observations,
OBS, is inconsistent with a system description, SD, and an
assignment of correct behavior modes to all components
(the set COMPS):

SD ∪ OBS ∪ {OK(Ci)  Ci ∈COMPS}   ⊥ . (1)

The diagnosis procedure is then organized as a search for
revised mode assignments to the components that eliminate
inconsistency:

SD ∪ OBS ∪ {modei(Ci)  Ci ∈COMPS} /  ⊥ . (2)

ab.biomass
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acids
splitting rate

layer.
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AC: layer.oxygen = 0
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The example discussed in the previous section is certainly a
diagnosis problem. And we are able to model the phenom-
ena relevant to the problem. But, nevertheless, it refuses a
straightforward application of model-based diagnosis theo-
ries and techniques that work nicely for component-
oriented models of devices.

A naive attempt to apply model-based diagnosis might
treat the constituents of the model, objects and/or proc-
esses, as the system components and associate correct or
faulty behavior models to them. However:
• We could not call (the existence of) anaerobic bacteria

a fault, and the ascending process is not abnormal in it-
self, nor does it have a "fault mode". It is simply inap-
propriate to ask which phenomena or processes in-
volved in the description of the system fail or behave
abnormally. They don’t. Natural processes do not break
or fail like components. This means: diagnosis by as-
signing modes is inappropriate.

• It is not the case that one of the constituents of our
original system description can be blamed for the ob-
served deviation. The cause is some additional con-
stituent, namely anaerobic bacteria we were not aware
of. This means: diagnosis cannot be confined to a set of
given constituents of a system description ("COMPS").

• There are no "failures of nature". Anaerobic conditions
in a part of the water body or even severe oxygen de-
pletion causing fish die-off are not faults, even though
we would like to avoid it. The model of a lake with
oxygen depletion may be perfectly consistent with the
observations, while inconsistencies arise only with our
goals and intentions, with what we consider to be a
well-behaving hydro-ecological system from the per-
spective of health, economy, etc. This means: diagnosis
based on inconsistencies between the model and the ob-
servations does not work.

Without the concepts of mode assignments, of the set
COMPS, and of inconsistencies between the model and ob-
servations, only the core of the "theory of diagnosis from
first principles" represented by (1) and (2) remains: The
idea of formalizing and implementing diagnostic problem
solving as a search for a model that is consistent with (or
entailing) something and, perhaps, that this search can be
appropriately organized by revising some initial system de-
scription in a minimal way. In the following, we attempt to
construct a richer and more powerful theory on this foun-
dation. We do so in three steps:
• First, we clarify the nature of the consistency check,

explicitly introduce goals and use this opportunity to
distinguish different tasks related to diagnosis.

• In order to really create a diagnosis based on first prin-
ciples, we have to be specific about what constitutes
the system description, because this is where the first
principles reside. This system description has to be ex-
pressive enough to accommodate a more general class
of systems, models, and diagnosis problems. In par-
ticular, this provides the hooks for potential revisions of
the system description. The search for diagnosis candi-
dates is then based on these revisions.

Separate Tasks
Diagnostic reasoning and systems may attempt to answer
different questions:
• What’s going on?

We start off with some system description, SD0, which
we assume, but which turns out to contradict what we
observe. The tasks is then to find a revision of SD0,
SD1, that agrees with the observations

SD0 ∪ OBS    ⊥ →  SD1 ∪ OBS /   ⊥ ,

or we even require that the new system description en-
tails the observations:

SD1    OBS .
If the revision concerns assumptions about the system
structure and parameters, the task is model identifica-
tion. Situation assessment has the goal of identifying
the actual values of variables. Often, we want both.

• What’s going wrong?
What is "wrong", is determined by some goal, rather
than physics itself. This means inconsistencies and the
necessity for diagnosis is caused by criteria that are ex-
ternal to the physical system and its model. When
building a diagnosis system in such a case, we cannot
expect it to detect and be driven by such inconsistencies
unless we make the intentions explicit. The initial sys-
tem description, possibly SD1 obtained in the previous
step, violates certain goals or intentions we have. The
task is to find out what causes this violation, because
this may enable us to fix the problem. One way to tackle
the problem is to ask how SD1 has to be revised in or-
der to no longer contradict the goals:

SD1 ∪ GOALS   ⊥   →   SD2 ∪ GOALS  /   ⊥.

The "difference" between SD1 and SD2, i. e. the re-
vised elements of SD1 (including removal of added
ones) which eliminate the contradiction can be consid-
ered to "cause" the trouble. This diagnosis may focus
on ultimate or external causes such as values of exoge-
nous variables (in our example, the concentration of
oxygen) or simply identify  system variables that devi-
ate from a healthy value but can be influenced for
treatment.

• What can be done?
Here we try to identify actions that modify the system
such that it becomes healthy again. This can be based
on the previous step if we make sure that the logical re-
vision of the system description, SD1, corresponds to
some real action. We can aim at a real cure if the diag-
nosis step identified the ultimate causes and there are
actions to eliminate them, i. e. shift the system to SD2.
If, in our example, we had searched for reasons for the
oxygen depletion, their removal would be the best way
to cure the water body. If diagnosis focuses on variables
that have abnormal values and can be influenced, a
treatment of symptoms could be achieved by intro-
ducing actions that add appropriate influences to the re-
spective variables in order to remove the conflict with
goals:
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SD1 ∪ ACTIONS  ∪  GOALS   /   ⊥ ,
or, stronger, to establish them:

SD1 ∪ ACTIONS    GOALS.
For example, artificial aeration (by using machines for
increasing the turbulence of the water body) would be
an option. Of course, in reality the goal may not be
reached immediately, but only ultimately, but we have
excluded such temporal aspects for now.

This formal description of the tasks reveals their common
core: searching for a revision of the model. However, we
are not able to devise effective search algorithms and to
really perform diagnosis from first principles unless we be-
come more specific about what is contained in SD. This is
what we attempt in the following subsection. Although this
basically reconstructs qualitative process theory (or a gen-
eralization of it), we will also show that "classical" compo-
nent-oriented modeling can be regained as a (very) special
instance of the formalism.

What’s in SD?
We follow the principles of structure-to-behavior reasoning
and compositional modeling. According to this view, the
system description, SD, consists of three important parts:
the domain theory, the system structure description and the
quantity specification (including the state). The diagram in
fig. 3 provides an overview, and we describe each part in
detail in the following.

Fig. 3: The structure of SD

Domain theory. The domain theory contains the ontology
and basic laws of the domain. We distinguish structure
constituents ("objects") from behavior constituents (which
might be processes or other model fragments). The ontol-
ogy for describing the system structure includes
• object types which occur in structural descriptions, for

instance types of component in a device (resistor, valve-
stuck-at-close), spatially distinguished entities (layer),
etc. The object types can be structured hierarchically.

• object relation types for characterizing "configurations"
of objects. Examples are spatial relationships
(contained-in, below), connectedness of components,
etc.

Structure-to-behavior reasoning takes the view that a
structural description given in these terms gives rise to
certain phenomena, interaction of objects, and change
(including changes in structure). The domain theory has to
provide a vocabulary for behavior descriptions and the in-
ferences that derive behavioral constituents from a struc-
tural description. It introduces
• quantity types which capture properties of objects,

namely parameters (resistance, specific-heat), state
variables (charge, switch position, amount), and other
variables (current, flow), or of behavioral constituents
(process rate).

• behavior constituent types. These are the "active" enti-
ties which establish relations among quantities and
cause their changes. Dependent on the modeling para-
digm, they may be basic component laws (Ohm’s Law,
logical-or) or processes (ascending, anaerobic-
splitting). This is essentially the same idea as the partial
behavior models in [Bredeweg 91].

The principal task of the domain theory, linking behavior to
structure, requires
• quantity associations which specify which quantity

types have to be instantiated for instances of object
types and behavior constituent types. For instance, re-
sistance, voltage drop, and current for a resistor and
methane concentration for a water layer, and ascending
rate for each ascending process.

• instantiation rules:  each behavior constituent type,
constituent-typei, has instantiation conditions, ICi,
which are structure descriptions in terms of a set of ob-
jects, obj, for which conditions on types and relations
are given. We assume that ICi does not contain condi-
tions in terms of non-existing objects. For any matching
set of objects, obj, possibly new objects, obj’, new ob-
ject relations obj-rel’, and the constituent type are in-
stantiated. Formally:

ICi(obj) ⇒ ∃obj’, obj-rel’ ∧
constituent-typei(obj ∪ obj’)

For instance, Ohm’s Law is instantiated for any (proper) re-
sistor in the structure description. And for any layer con-
taining anaerobic bacteria, the anaerobic splitting process is
created. Besides the behavior constituent, more objects and
object relations may be introduced by such a rule which
may or may not already exist in the structure description.
• activation rules associated with each behavior constitu-

ent type specify under which conditions an instantiated
and possibly "dormant" behavior constituent is acti-
vated and what impact this activity has on the objects
mentioned in the respective instantiation rule. The  acti-
vation conditions, ACi, characterize (sets of) states by
conditions on quantity values of the objects in the re-
spective instantiation rule: quant(obj ∪ obj’)). If the
activation condition is satisfied, a behavior description
comes into effect:

STATE (state variable values)

PARAMETER VALUES

QUANTITY SPECIFICATIONS

SYSTEM STRUCTURE (objects, object relations)

BASIC LAWS (including influence resolution)

ACTIVATION RULES

INSTANTIATION RULES

QUANTITY ASSOCIATIONS

BEHAVIOR CONSTITUENT TYPES
QUANTITY TYPES

BEHAVIOR

OBJECT TYPES

OBJECT RELATION TYPES

STRUCTURE

ONTOLOGY
DOMAIN THEORY

SD
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ACi(quant(obj∪obj’)) ∧ constituent-typei(obj∪obj’) 
⇒ behaviori(quant(obj ∪ obj’))

The activity condition for the anaerobic splitting process is
that the amount of oxygen in the layer is zero (or below a
small threshold). The activity condition for Ohm’s law is
"true" since it applies unconditionally to each (proper) re-
sistor. The behavior description may contain, on the one
hand, constraints, i.e. mathematical relations, on the quan-
tities of the behavior constituent. Examples are the obvious
equation for Ohm’s law, and, for the anaerobic splitting
process, proportionality of the splitting rate to the amount
of organic matter and the biomass of anaerobic algae.

Besides such constraints which can be stated definitely
within the scope of a simple behavior constituent, there are
influences which represent a contribution of a behavior
constituent to a change of a variable. This reflects that for
the combination of several behavior constituents acting on
the same variable (of some object in obj ∪ obj’), we need
to express that a constraint on this variable cannot be de-
fined for each behavior constituent separately, but, rather,
finally results from a combination of all participating be-
havior constituents. For this, we use a set of predicates

influences+(var1, var2)  or  influences-(var1, var2),
var1∈quant(constituent-typei),var2∈quant(obj ∪ obj’)

Finally, the domain theory contains
• basic laws  that hold universally. They include the laws

of influence resolution. For each influenced variable,
they specify a constraint (usually an additive one) be-
tween the variable and all of the influencing ones. This
is described in more detail in the next section. Other
laws deal with integration, continuity, etc.

The domain theory spans an infinite space of possible con-
stellations of objects. For specifying a particular physical
system, its structure has to be described using the concepts
of the domain theory. For example in terms of compart-
ments and their spatial relations.

System structure description. The system structure de-
scription specifies the object structure of a particular sys-
tem under consideration, i. e. instances of the object types
and object relation. For such a description, the domain the-
ory, more specifically the quantity associations and the in-
stantiation rules, derives the (potentially) relevant quanti-
ties and behavior constituents. Their activation requires the
specification of quantities.

Quantity specification. At this point, it is useful to distin-
guish between the different types of quantities:
• parameter values are part of the basic specification of

the objects involved in the physical system. Together
with the behavior constituents, they determine all possi-
ble states of the specified system and, given appropriate
basic laws, all behaviors, i.e. state changes over time.

In order to specify a particular situation the system is in, we
need to provide
• variable and state values. Dependent on the task and

context they may represent actual measurements (e.g.
an increased amount of methane in a layer), specifica-

tion of goals (a certain amount of oxygen), mere hy-
potheses, etc.

The quantity specification can trigger activity rules and,
thus, the derivation of values of other variables and possi-
bly of inconsistencies.

Based on this specification of the elements of the system
description, we return to the above tasks, which we con-
sider as revisions of a system description.

Specification of the Revisables
The basic idea remains the same as in the "classical" ap-
proach: on the one hand, we know something about
• the domain,
• the system (based on observation of the objects),

namely its structure and object parameters,
• the state (based on observation of variables),
and we assume some things about
• the system (objects or object relations that usually exist

or that are not expected, normal parameters of objects,
correct behavior of components, etc.)

• the state (e. g. usual values of unobserved quantities).
This means, the system description can be split into the
fixed part, SDfix, and the revisable part, SDrev. In this pa-
per, we assume the domain theory to be fixed and just point
out that including hypothetical elements of the domain the-
ory in SDrev allows to exploit diagnostic algorithms for the
task of domain theory formation. For the tasks considered
here, only parts of the structural description and of the
quantity specification is subject to revision:

SDrev = STRUCTURErev ∪ QUANT-SPECrev

The search should start where contradictions occur. We as-
sume that discrepancies concerning the system structure are
not directly observed, but only indirectly, namely via dis-
crepancies between  quantity values based on observations
and/or goals.
With the introduced distinction, we can characterize the
three tasks in terms of what constitutes SDrev, e. g. for
model identification, we take the observations for granted
and attempt to find appropriate system models as revisions
of some (hopefully close) guess:

OBS ⊂ VAR-SPECfix ⊂ SDfix

SDrev = STRUCTURErev ∪ PAR-SPECrev,
If we attempt to find causes for a value which is in conflict
with another one, we have to trace back their generation.
This is why we will discuss the inferences based on SD.

SD in Action: Model Formation and Prediction
Except for the (not very interesting) case that QUANT-
SPEC itself is inconsistent (i. e. assumed values contradict
observations and/or goals), values predicted by the behav-
ior model are involved in discrepancies. Hence, identifying
the revisables behind a predicted value includes determin-
ing the revisables behind the parts of the behavior models
that predict the value.

Consequently, we first discuss the inferences in model
formation resulting from the system description and the de-
pendencies they introduce.
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Model composition. As pointed out before, the initial de-
scription of the physical system contains the (finite) struc-
ture description and the parameter specification. The for-
mer triggers instantiation rules which create behavior con-
stituents and possibly extend the structure, thus satisfying
the structure conditions of other instantiation rule, etc. (Fig.
4) This step is monotonic, and we assume that the domain
theory has been designed carefully enough to guarantee its
termination (avoiding e. g. infinite generation of objects).
For the sake of clarity in this presentation we also assume
that it leads to a uniquely determined set of behavior con-
stituents that form the behavior model. But, in general, this
cannot be taken for granted unless we impose requirements
on the domain and the initial structure description.

Dependencies on the assumptions in STRUCTURErev

can be propagated along the instantiation rules and, thus,
each behavior constituent generated by the model compo-
sition step depends on a subset of STRUCTURErev which
can be recorded by an ATMS ([de Kleer 86]) as usual.

Constraint Generation. The behavior constituents gener-
ated by model composition are still inactive since no quan-
tity specifications have been given yet. The principled
problem in determining the active behavior constituents is
that checking the activity conditions may depend on pre-
diction of values which in turn may require influence reso-
lution and, hence, complete determination of active con-
stituents: circulus vitiosus.

In order to create a clear foundation for our analysis, we
transform the representation of activation rules and influ-
ence resolution (without claiming that this directly provides
a design of the implementation). First, we perform influ-
ence resolution over all behavior constituents (rather than
the active ones only). The second idea is to compile the ac-
tivity conditions into the constraints. In detail, the follow-
ing steps are performed:
• For each behavior constituent, we create a (Boolean)

variable representing its activity and constraints
behavior-constituenti ⇒ (ACi ⇒ activei=T)    (3)
activei = F  ⇒  ¬ACi

• Each influence influences±(x,y) is replaced by influ-
ences±(yx, y) where the additional variable yx is tied to
the value of x in the appropriate way by the additional
constraint

activei = T   ⇒   yx = ±x
activei = F   ⇒   yx = 0

• Also the other constraints of the behavior constituent

are created in the form
activei = T   ⇒   constraintij

• Influence resolution is now performed for each variable
y over all newly created influences±(yx, y). The con-
straints on yx ensure that influences of inactive behavior
constituents make no contribution. For diagnosis, this
step has also to be done for variables with an empty set
of influences resulting in a constraint requiring the unin-
fluenced variable to remain steady.

• Finally, we state for any behavior constituent that if its
activity is not deduced, it is inactive by default:

: activei = F / activei = F
in the notation of default logic ([Reiter 80]).

As the overall result of these steps, a complete set of con-
straints has been produced from the set of behavior con-
stituents as indicated in Fig. 4. In this procedure of con-
straint generation, two kinds of dependencies occur:
• The dependencies of a behavior constituent carry over

to its activity variable: (3) makes the activity dependent
on the existence of the constituent and, hence, its
structural conditions (a subset of STRUCTURErev).

• For each influence resolution step, the resulting con-
straint is based on the closed-world assumption for the
influences (Fig. 4). In order to allow for a focused
search for a revision of the closed world, we create as-
sumptions specific to each variable rather than one
global closed-world assumption. Their meaning is that
there are no instances of behavior constituent types
acting on the variable other than the ones instantiated
according to the given structure description.

Prediction. The final step is prediction of quantity values
based on other values, the given constraints, and the inac-
tivity defaults. Dependency propagation in this step is as
usual: each constraint-based inference of a value restriction
propagates the preconditions of the values used for the
computation jointly with the preconditions of the respective
constraint (See Fig. 4). The basic laws of integration have
to be considered as constraints, which propagate dependen-
cies from derivatives of variables to the variables.
• In particular, the activity constraint (3) introduces de-

pendencies on STRUCTURErev, and the constraints
stemming from influence resolution import their spe-
cific closed-world assumptions CWAinfl.

• Some quantity values directly rely on assumptions: the
ones in QUANT-SPECrev and the inactivity assump-
tions introduced by the respective defaults.

Prediction

Constraint Generation

Fig. 4: Model formation and prediction

Model Composition

INFLUENCES

VALUES

CONSTRAINTS

BEHAVIOR CONSTITUENTS

STRUCTURE

STRUCTURErev CWAinfl

defaults

QUANT-SPECrev



7

In the end, predicted values are labeled by subsets of SDrev

and of the closed-world assumptions w. r. t. influences and
activity. When inconsistencies arise, they do so as con-
flicting value restrictions, and the underlying sets of as-
sumptions ("conflicts") indicate potential revisions, as in
standard consistency-based diagnosis.

For instance, if we hypothesized in STRUCTURErev the
existence of oxygen which, together with other objects and
quantities leads to instantiation and activation of behavior
constituents and prediction of values which may finally be
inconsistent with the observations, then the oxygen as-
sumption will have been recorded as a possible origin in
one or more conflicts and, thus, as a candidate for being re-
vised.

Searching for Revisions
Diagnosis candidates can be generated from the set of ob-
tained conflicts, e. g. as their (minimal) hitting sets ([Reiter
87]). For that purely monotonic part of the candidates (i.
e. subsets of SDrev) this is fairly straightforward. Changing
an assumed value or retracting an assumption regarding the
existence of an object or object relation leads to different
patterns of activity of behavior constituents which may or
may not be consistent with the observations. Retracting the
oxygen assumption may eliminate the observed contradic-
tions, but, as a side-effect, also cause de-activation of other
processes which may create new inconsistencies. The
search space for this type of candidates is given by the set
SDrev and the combination of alternatives which may have
to be explored when an element of SDrev is retracted. The
search space may be large, but the search can usually be
focused by some minimality criterion.

Note that the influence resolution constraints (together
with the closed-world assumption) introduce some kind of
abductive element: While in standard consistency-based di-
agnosis weakening SD by de-activating behavior constitu-
ents my eliminate discrepancies simply because the model
does not generate any restriction for some observed vari-
ables, in our framework the influence resolution constraints
do generate predictions based on inactivity of behavior
constituents which may well contradict observations or
other predictions. This forces the model to "explain" values
rather than suspend constraints that contradict them.

In our example, the rise of the methane concentration in
the upper layer contradicted the initial model (predicting a
constant value for the uninfluenced variable) and, therefore,
the model had to be revised (by postulating the existence of
anaerobic bacteria) in order to account for the change.

This brings us to the non-monotonic candidates, i. e. the
closed-world assumptions for influences and the inactivity
defaults. Obviously, these assumptions provide the handles
for a solution to our problem of diagnosis as a search for
unanticipated disturbances. When such an assumption oc-
curs in a conflict, it indicates the possibility that some ad-
ditional influence on a variable may change its value and,
thus, eliminate the conflict. Retracting the particular
closed-world assumption can only be the start. It has to be
replaced by hypotheses that could generate an appropriate

influence plus a new assumption that closes the world in-
cluding the added hypotheses.

In contrast to the monotonic candidates, the search space
for these hypotheses is not given by SDrev, because behav-
ior constituents that result from SDrev are already consid-
ered by the influence resolution constraint. The search
space is spanned by the domain theory, which describes the
universe of what can happen. This sounds huge, but the
search can be done in a focused way. Because the closed-
world assumption occurs in variable-specific incarnations,
we can search the domain theory for behavior constituents
that contain influences on a particular quantity type associ-
ated with a particular object type. But having hypothesized
an extension to the structure, how to determine whether this
is final or requires further explanation? There are two fun-
damental interacting problems involved in this kind of di-
agnosis: the minimality criterion and termination.
• A useful minimality criterion does still exist: we can

expect the set of ultimate causes (that cannot be ex-
plained further) for the observed disturbances to be
minimal. Why assume more crimes than necessary in
order to account for the bad state of a particular system?
What is considered as ultimate causes in a particular
domain or SD has to be specified. This could, for in-
stance, be changes in exogenous variables and/or addi-
tional objects being transported into the system from
outside ("miracles"). The problem with this minimality
criterion in practical use lies in the word "ultimate": at a
single step of revising hypotheses and adding to the
structure, application of the minimality criterion as
sketched above may be ineffective. A single "ultimate"
disturbance can create many additional phenomena and
objects, which means from the search point of view that
in the first revision steps the hypotheses "fan out" tre-
mendously, and other, smaller revisions are tried first.

• Termination of one search path would be triggered by
identification of a set of ultimate causes that together
entail all the other revisions required to achieve consis-
tency. In order to be sure one has found a minimal di-
agnosis, all other paths would have to be extended to a
point where they contain more ultimate causes. Also
one has to make sure that all paths end with ultimate
causes or dead ends (unexplainable objects) rather than
postulating an unbounded number of objects.

Without further details, we mention that also this search
can exploit the dependency recording mechanism (e. g. an
ATMS) like the search to be carried out when retracting in-
activity assumptions.

With a set of preferred additional behavior constituents
and a new closed-world assumption. As a result, these as-
sumptions together replace CWAinfl in conflicts and candi-
date generation based on several conflicts can identify
minimal candidates containing (negated) behavior constitu-
ents. The latter can then be based on their negated instan-
tiation condition etc.
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Reconstructing the Standard Component-based
Approach
Although this framework has been designed to accommo-
date a process-oriented view, the standard component-
based approach can easily be reconstructed as a specializa-
tion. Above all, most of the inherent complexity of the
model composition can be avoided by rigid structural re-
strictions on the domain theory in this case. We will sketch
the specialization here.

In the domain theory, there are two categories of object
types, namely components and terminals (there is usually a
variety of each).  Modes can be treated as quantities used
for activation of different behavior modes.

There are two object relation types, namely the connec-
tion of terminals (of the same type) and the part-of rela-
tionship between a terminal and a component.

A number of quantity types can be assigned to each ter-
minal type, and there is a simple behavior constituent type
shared-values, to be instantiated for each pair of connected
terminals, consisting of simple equality constraints.

For each component type, a number of behavior con-
stituent type is defined, representing ok and fault models.
Thus, the instantiation condition is very simple (a compo-
nent type with all required terminals), and the mode vari-
able triggers the respective model.

When reconstructing the standard approach to diagnostic
reasoning, we find that the explicit specification of goals is
not needed, since we rely on the design of the artifact to
guarantee that the system fulfills its purpose if all compo-
nents are in the correct mode.

The search for revisions is also largely simplified. This
stems mostly from the fact, that model composition and
model resolution are simple and there are few assumptions
to be revised. In particular, the active behavior constituent
is usually not dependent on the current state, but rather on
the object type and the mode alone. But the most important
simplification is that usually the search is restricted to the
monotonic part.

The closed-world assumption provides the foundations
for a systematic way to diagnose structural faults (in the
original sense, meaning unanticipated components).

Discussion
Especially from the reconstruction of the standard approach
it becomes clear that the complexity of the diagnostic rea-
soning is significantly higher in the general case. A large
part of this is due to the inherent complexity of the poten-
tial causes we admit. We expect some carry-over of effi-
cient strategies for focusing and controlling the diagnostic
process, although it might be difficult to find correct and
sound pruning rules. Especially minimizing locally the
"causes" for an inconsistency can be a problem, if the same
"ultimate cause" can be responsible for a large number of
additional influences on some quantities in different parts
of the system. This "simple" explanation might be missed
by an algorithm pruning too early.

Furthermore, even if the consistency-based approach
gives useful results, for some guarantees about the derived
results, an abductive approach is necessary, where the ob-
servations or the goals respectively are entailed by (rather
than just consistent with) the revised system description.

The most important limitation of the theory presented
here is the ignorance of dynamic aspects. We assume that
the inconsistencies with the observations can be established
within one time slice. Even more important, the therapy
step assumes that instant revisions of the system description
are possible and can re-establish the consistency with the
goals. This ignores the inertia problem, that the system
might have to be "moved" towards a desirable state.

Nevertheless, we believe that there is something to be
gained for traditional approaches from the perspective of
this generalization:
• Explicitly distinguishing the tasks of situation assess-

ment, diagnosis and therapy can help in the component-
oriented paradigm, as well. Furthermore, the approach
also serves as a basis for the task of automated model-
ing ("model debugging" or "model identification").

• The explicit specification of goals provides more flexi-
bility in reconfiguring systems that could not be simply
"repaired" by replacing faulty components. There might
be actions that nevertheless achieve some desirable
state.

• Diagnosing of structural faults is a (still limited) spe-
cialization of the theory proposed here.
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