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This report introduces Bayesian logic networks (BLNs), a statistical relational knowledge representation formalism that is geared towards practical
applicability. A BLN is a meta-model for the construction of a probability
distribution from local probability distribution fragments (as in a Bayesian
network) and global logical constraints formulated in first-order logic. An
instance is thus a mixed network with probabilistic and deterministic constraints.
We provide the formal semantics of BLNs and explain their practical realization as implemented in the open-source software toolbox ProbCog,
which supports learning and a wide range of inference algorithms.
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1 Introduction
When modelling relational domains in the context of AI applications, where both expressiveness and tractability are key, we need to be able to cope with both a high degree
of complexity as well as a high degree of uncertainty. Representation formalisms must
therefore combine ways of abstractly specifying rules that generalize across domains
of relevant objects with probabilistic semantics. In the field that has emerged as statistical relational learning, a number of such formalisms have recently been proposed
[9].
Among the most expressive such formalisms are Markov logic networks (MLNs) [19],
which elegantly extend first-order logic to a probabilistic setting by attaching weights to
formulas. The weighted formulas collectively represent a template for the construction
of undirected graphical models (i.e. Markov random fields). Unfortunately, parameter
learning in MLNs is an ill-posed problem [12] and approximate inference is typically
expensive even for conceptually simple queries. Other approaches are loosely based
on Bayesian networks [5, 13, 14], thus enabling exact and efficient learning methods
that may even scale to large amounts of training data – a much-needed quality in
real-world applications. However, these formalisms typically sacrifice expressiveness for
tractability, as they usually allow only local probabilistic constraints to be conveniently
specified, while even simple relational properties required on a global level, such as the
transitivity or symmetry of an uncertain relation, are difficult to model.
The representation formalism we propose in this work, Bayesian logic networks
(BLNs), is a reasonable compromise in this regard. Its probabilistic components are
based on conditional probability distribution templates (for the construction of a
Bayesian network), which can straightforwardly be obtained from statistical data.
Global constraints are supported by a second model component, a template for the
construction of a constraint network, in which we represent deterministic constraints
using first-order logic.

2 Bayesian and Mixed Networks
In this section, we lay the necessary ground work by introducing the graphical models
that provide the foundation for Bayesian logic networks.
Bayesian Networks. A Bayesian network [20] is a tuple B = hX, D, G, P i, where
X = {X1 , . . . , Xn } is an ordered set of random variables, D = {D1 , . . . , Dn } is the
corresponding set of domains, G = hX, Ei is a directed acyclic graph representing a
dependency structure over the variables X, and P = {P1 , . . . , Pn } is a set of (conditional) probability distributions with Pi = P (X
Qi | ParXi ), where ParXi denotes the
set of parents of Xi in G. Let X = dom(X) = i Di be the set of possible worlds. B
represents
Qa probability distribution over X as a product of entries in P : For all x ∈ X ,
P (x) = i P (xi | parxXi ), where parxXi is the assignment of Xi ’s parents in x. Note
that we write x as shorthand for X = x and similarly for other (sets of) variables.
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Mixed Networks. Mixed networks [15] extend Bayesian networks with explicit representations of deterministic constraints – simply by coupling them with constraint
networks. Formally, a mixed network M is a pair hB, Ri, where B = hX, D, G, P i is
a Bayesian network representing the joint probability distribution PB (x) and R is a
constraint network. R is a tuple hX, D, Ci where X and D are shared with B, and
C = {Ci } is a set of constraints, each constraint
Ci being a pair hSi , Ri i. Si ⊆ X is
Q
the scope of the constraint, and Ri ⊆ Xj ∈Si Dj is a relation denoting the allowed
combinations of values. R is a representation of the set of assignments satisfying all
constraints, denoted as ρ. The mixed network M specifies a probability distribution
over X as follows:

P
PB (x)/ x0 ∈ρ PB (x0 ) if x ∈ ρ
PM (x) =
(1)
0
otherwise
Assignments that do not satisfy the constraints in R are thus phased out and the
remainder of the distribution represented by B is renormalized.

3 Bayesian Logic Networks: Formal Semantics
A Bayesian logic network is a template for the construction of mixed networks with
probabilistic and deterministic dependencies. Formally, a Bayesian logic network (BLN)
B is a tuple hD, F, Li, where
• D = (T , S, E, t) comprises the model’s fundamental declarations. T is a taxonomy of types, which is represented as a directed forest (T, I), where T is the
actual set of types and I ⊂ T × T is the generalizes relation (inverse is-a), i.e.
(Ti , Tj ) ∈ I iff Ti is a generalization of Tj . S is a set of signatures of functions,
and E is a set of (abstract) entities that are to exist in all instantiations, whose
types are given by the function
t : E → 2T \ {∅}

which maps every entity to the non-empty subset of types T = T1 , . . . , T|T |
it belongs to. The function t thus induces a cover of the set of entities with
sets ETi = {e ∈ E | Ti ∈ t(e)}. (We assume that t is consistent with T , i.e. if
(Ti , Tj ) ∈ I, then e ∈ ETj implies e ∈ ETi .)
The set S contains the signature of every function f , defining the domain and
the range of the function in terms of types, i.e.
(f, (Ti1 , . . . , Tin ), Tr ) ∈ S ⇔ f : ETi1 × · · · × ETin → ETr
Logical predicates are simply boolean functions, i.e. functions that map to ETr =
B, and we implicitly assume that the corresponding type symbol Boolean is
always contained in T and that B = {True, False} ⊆ E.
We regard a set ETr that corresponds to a type Tr ∈ T which appears as the
return type of a function as a (fixed) domain, i.e. as a fixed set of entities that
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must be fully contained in E, whereas the extensions of other types may vary
from instantiation to instantiation (and the corresponding subsets of E may even
be empty).
• F is a set of fragments of conditional probability distributions. Every fragment
defines a dependency of an abstract random variable f (p1 , . . . , pn ) (the fragment
variable) on a set of other abstract random variables (the parents), where f is one
of the functions defined in S, and the parameters p1 , . . . , pn are either variables
(called meta-variables) typed according to f ’s signature or entities in E belonging
to the respective type. The dependencies are encoded in a conditional probability
function (CPF), which defines, for every setting of the parent variables (i.e. every
element in the domain product of the parent variables, as specified by the ranges
in the functions’ signatures), a probability distribution over the elements in the
domain of the fragment variable (i.e. the range of f ).
Additionally, a fragment may define preconditions for its applicability, which
may involve arbitrary logical statements about the parameters p1 , . . . , pn (or
parameters that can be functionally determined from these).
• The set L consists of formulas in first-order logic (with equality) over the functions/predicates defined in S, which represent hard deterministic dependencies.
Such formulas may help us to model global constraints that cannot concisely
be representated by the conditional probability fragments in the set F, which
represent local dependencies by definition.
Instantiation. For any given set of entities E 0 , whose types are given by a function
t0 : E 0 → 2T \ ∅, a Bayesian logic network B defines a ground mixed network MB,E 0 =
hhX, D, G, P i, hX, D, Cii as follows:
• E and t in B are augmented to include E 0 , t0 . The instantiation is valid only if in
the resulting set E, all type-specific subsets are non-empty, i.e. ∀Ti ∈ T. ETi 6= ∅.
• The set of random variables X contains, for each function (f, (Ti1 , . . . , Tin ), Tr ) ∈
S and each tuple of applicable entities (e1 , . . . , en ) ∈ ETi1 ×· · ·×ETin , one element
Xi = f (e1 , . . . , en ). The corresponding domain Di ∈ D is simply ETr .
• The conditional probability function Pi ∈ P that is applicable to a random variable Xi = f (e1 , . . . , en ) is determined by F, which must either contain exactly
one fragment for f whose preconditions are met given the actual parameters or
must specify a combining rule [13] (e.g. noisy-or) that defines how to combine
several fragments into a single conditional distribution. The connectivity of the
directed graph G is such that there is a directed edge from every parent to the
fragment variable – as indicated by the applicable fragments.
• For every grounding of every formula in L (obtained by substituting quantified
variables by the applicable elements of E accordingly), the set C contains one
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constraint Ci = (Si , Ri ), where Si , the scope of the constraint, is the set of random variables mentioned in the ground formula, and Ri is the relation indicating
the combinations of values for which the formula is satisfied.
In the special case where L = ∅, the mixed network contains no constraints and is thus
equivalent to the Bayesian network hX, D, G, P i.
For purposes of inference, we may generally convert any mixed network MB,E 0 into
an auxiliary Bayesian network BB,E 0 , allowing us to leverage the large body of approximate inference algorithms available for Bayesian networks. BB,E 0 is constructed
from MB,E 0 by adding to X for every constraint Ci = (Si , Ri ) ∈ C a boolean auxiliary variable Ai that represents the corresponding constraint and has as its parents
in G all the nodes that the constraint depends on (as indicated by its scope Si ). The
probability table Pi associated with Ai contains (as its entry for the value True) 1 for
every configuration of parents contained in Ri and 0 for all other configurations. Since
all constraints are required to be satisfied, when we perform inference in the auxiliary
Bayesian network, we condition on the auxiliary variables, requiring that they all take
on a value of True. Therefore, if |C| = k, we have
PMB,E0 (X = x) = PBB,E0 (X = x | A1 = True, . . . , Ak = True)

(2)

Example. Let’s imagine a simple “parent–child” scenario, in which we have entities
of the types T = {T1 = parentT, T2 = childT, T3 = propertyT}. In particular, we want
to determine whether the isParentof relation holds given the properties of a parent p
and a child c. The properties that parents and children can have are defined by the
type T3 , and the functions propParent(p) and propChild(c) are defined to map parents
and children to their respective property represented by an element of ET3 . Therefore,
S = {(isParentOf, (parentT, childT), Boolean),
(propParent, parentT, propertyT),
(propChild, childT, propertyT)}
Since propertyT is a fixed domain, the set of entities E will contain the constants of this
domain, i.e. E = EpropertyT = {A1, A2}, while the model contains no entities for the
types parentT and childT. As shown in Figure 1, the set F contains three fragments,
one that defines the conditional probability distribution of isParentOf given the attributes of the parent and the child, i.e. P (isParentOf(p, c) | propParent(c), propChild(c)),
and two for the marginal distributions of the properties. The set L contains a single
logical formula that states that every child must have exactly two parents:
∀x. ∃p1 , p2 . isParentOf(p1 , x) ∧ isParentOf(p2 , x) ∧ ¬(p1 = p2 )∧
¬∃p3 . isParentOf(p3 , x) ∧ ¬(p1 = p3 ) ∧ ¬(p2 = p3 )
We can instantiate this model for any (non-empty) set of parents and children. Figure 2
shows the auxiliary Bayesian network for an instantiation with two parents, {X, X2},
and two children, {Y, Y 2}. The nodes GF1 and GF0 are the auxiliary constraint variables
introduced for the logical constraint in L, which results in two ground formulas (one
for each child).
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Figure 1: Graphical representation of the conditional probability fragments in the
“parent-child” scenario (one for each of the functions declared in the model).
The conditional distribution of isParentOf indicates that it is more likely for
parents to have the same property as their children.

Figure 2: An auxiliary Bayesian network obtained for an instantiation of the parentchild model involving two parents and two children.

4 Bayesian Logic Networks: Practical Realization
In this section, we show how a Bayesian logic network B = (D, F, L) can be represented in practice. The declarations D are defined in a text file, in which we declare,
in particular, the types, the entities belonging to these types and the signatures of
functions. For the declaration of fragments contained in F, we make use of a graphical
editor, while the set L of logical formulas is again defined in plain text. The concrete
syntax and semantics are discussed below.
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4.1 Fundamental Declarations
We first describe the format of BLN declarations as they can be specified in a .blnd
file.1
4.1.1 Types, Entities and Signatures
We define the set of types T , the set E of known entities (and, implicitly, the function
t assigning types to these entities), as well as the set of signatures S as follows:
1
2
3
4
5
6
7
8

type person , student i s a person , p r o f e s s o r i s a person ;
t y p e domGrade , c o u r s e ;
g u a r a n t e e d domGrade None , A , B , C , D, F ;
random domGrade g r a d e ( s t u d e n t , c o u r s e ) ;
random b o o l e a n l i k e s ( p e r s o n , p e r s o n ) ;
l o g i c a l boolean takes ( person , course ) ;

• The keyword type is used to list the set of types T , and isa is used to build up
the taxonomy.
• The keyword guaranteed is used to list constant symbols referring to entities that
belong to a particular type and are guaranteed to be contained in all instantiations of the model (which is mandatory for fixed domains, i.e. types that appear
as function ranges, such as domGrade). We may also define guaranteed domain
elements for non-fixed domains; in such cases, the declaration does not prohibit
further elements from being added to the type’s extension during instantiation
(when they appear in the evidence).
• The keyword random precedes a function signature declaration, which serves as
the basis for the instantiation of random variables. In line 6, we define a function
that maps from a student-course pair to the domain of grades (domGrade), and in
line 7, we define a predicate applicable to pairs of persons.
• The keyword logical is used to declare predicates that are determined logically.
Such predicates are either given as evidence or determined based on logical reasoning (from atoms that are given as evidence), and we consequently make the
closed-world assumption for these predicates (i.e. all atoms that are neither given
as evidence nor are logically entailed are assumed to be false). Because logical
predicates are not random variables (their truth values are known a priori), we
need not define probabilistic fragments for them. In the example above, we assume to know a priori which courses are taken by which students and we therefore
declare the predicate takes as logical.
1 The

notation we use is, in part, equivalent to the one used for BLOG models [16]. The background
is that, in special cases, BLNs may coincide with BLOG models, and using the same syntax thus
allows the application of BLOG-specific software to BLN models.
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4.1.2 References to Other Model Components
In the model declarations, we can also specify references to the files in which the
network of fragments F and the logical constraints L are specified:
1
2

f r a g m e n t s g r a d e s _ n e t w o r k . pmml ;
constraints grades_constraints . blnl ;

The filenames/paths that are specified are assumed to be relative to the location where
the declarations file itself was read from.
4.1.3 Functional Relations
In addition to these fundamental declarations above, we may want to make statements
about functional dependencies between the entities connected by a relation. The declaration of such dependencies makes it possible to perform a functional lookup (provided
that the predicate itself is an evidence predicate, i.e. its full extension is always given
as evidence). For example, imagine a model of a sequence of actions as given by a
relation next(a1,a2), which states that an action a2 happens after a1. In such a model,
we may want the successor action to probabilistically depend on its predecessor, so we
need to be able to functionally determine the predecessor from the successor during
the instantiation of the ground network.
We declare functional relations using relation keys: We may define any (sub-)tuple
of the relation’s arguments as a key for a functional lookup. A relation key definition
thus takes a boolean function f and declares that some of its arguments form a key.
The syntax is as follows:
1
2
3
4
5
6

type a c t i o n ;
l o g i c a l boolean next ( action , action ) ;
r e l a t i o n K e y n e x t ( a1 ,_) ;
r e l a t i o n K e y n e x t (_, a2 ) ;

In such declarations, an underscore indicates a functionally determined argument while
the remaining arguments (which can be arbitrarily named in the declaration) make
up the key. In the above example, we declare two functional dependencies for the next
relation. In line 5, we state that for an action a1, we can functionally determine the
action that succeeds it, i.e. we can map a1 to its successor. Line 6 declares the inverse
mapping. Functional dependencies are used to look up variables whose values could not
otherwise be determined during the instantiation of a fragment (see below). Because
we may have fragments that are not applicable at all times (see Section 4.2.2), there
is no requirement that the mappings be total.

4.2 Conditional Probability Fragments
The second defining part of our BLN B, the set F, specifies generalized conditional
probability fragments for the functions/predicates defined in D, indicating the dependencies of abstract random variables (i.e. usually function terms where at least some
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of the arguments are variables). We use a graphical representation method to define
F in a fragment network, which facilitates the intuitive modelling of abstract random
variables and their dependencies: As shown in see Figure 1, we model dependencies
similar to pure Bayesian networks, the arcs indicating dependencies. We use a network editor to define the dependencies as well as (optionally) the parameters and save
the network to a file that can be referenced in the model declarations as described in
Section 4.1.2.
The template structure given in the fragment network is the foundation for the
materialization of the probabilistic part of ground mixed network MB,E 0 : For every
function and every tuple of parameters, we instantiate a node and determine its parents
in the ground network according to the sub-structure of the fragment network that
is applicable. Usually, we will manually define only the connectivity of the fragment
network and learn distribution parameters and variable domains from data.
4.2.1 Auxiliary Nodes
By default, every node defines a fragment and thus represents a fragment variable.
The parents of a node may be fragment variables themselves, interconnecting different
fragments in the network. However, to keep the fragment network clearly arranged, a
fragment may also be completely detached from other fragments. We then define the
parents of the fragment variable using auxiliary nodes that do not represent fragments
themselves. The # operator allows us to declare such auxiliary parent nodes without
simultaneously declaring a fragment (see Figure 3). Apart from clarity, it may also be
practical to do this if a fragment variable is to depend on two variables referring to the
same function, or to allow context-specific naming of the meta-variables appearing as
parameters of the fragment variable.

Figure 3: Two equivalent fragment networks demonstrating the use of the # operator.
To the left, the three fragments for a, b and c are defined in two detached
parts, using an auxiliary node in the specification of the fragment for a,
whereas to the right, the three fragments are defined in a single connected
network without auxiliary parent nodes.
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1
2
3
4

l o g i c a l boolean performedIn ( action , context ) ;
r e l a t i o n K e y p e r f o r m e d I n ( a , _) ;
l o g i c a l boolean next ( action , action ) ;
r e l a t i o n K e y n e x t (_, a ) ;

Figure 4: Excerpt of a fragment network for a sequence of actions and declarations
that are most relevant to this particular excerpt. The two fragments for
actionT that are shown make use of preconditions specified using both logical
formulas (green/rectangular nodes) and the + operator.
4.2.2 Preconditions
The fragment network may contain more than one fragment for any function declared
in the set of signatures S. To decide which fragment is applicable, we need to define appropriate preconditions. This is, for example, useful if we want to instantiate
different structures of the ground network depending on the values of given evidence
variables. Since preconditions are evaluated during the grounding/instantiation step,
preconditions are necessarily limited to functions over evidence variables.
We define preconditions in special parent nodes of fragment variables. There are two
ways of specifying a precondition:
• The most general way of specifying preconditions is through logical precondition
nodes (see green/rectangular nodes in Figure 4), which check for the truth of
an arbitrary logical formula (in which only evidence predicates appear). Only
if the formula evaluates to true do we use the respective fragment to instantiate the conditional probability distribution of the random variable in question.
Precondition nodes thus allow us to create completely different substructures
in the ground network depending on the evaluation of formulas (the formula
syntax is described in Section 4.3). When a precondition formula is evaluated
during instantiation, the meta-variables that appear in the fragment variable are
always bound to their respective values and can be used in the formula as expected. Any other variables appearing in the formula must be either universally
or existentially quantified.
In Figure 4, an excerpt of a fragment network for a sequence of actions is shown;
it contains two fragments for the function actionT, which maps an action to its
type. Actions depend on the context in which they are performed. Decision nodes
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are used to differentiate between initial actions at the beginning of a sequence
(left fragment) and all the other actions (right fragment), where the types of the
latter are determined not only by the context they are performed in but also
by the type of the preceding action. Notice that in the precondition formulas,
the variables that would otherwise be free are bound by the respective fragment
variable (i.e. a0 in the left fragment and a1 in the other). When checking the
applicability of a fragment during instantiation, these variables are bound to
constants such that the formulas can be evaluated.
• Simpler preconditions that only demand that a particular evidence predicate
be true (for a particular binding of the variables) can be handled using the +
operator: By prefixing a boolean parent (i.e. a parent referring to a boolean
evidence function) with a + character, we state that the fragment in question is
to apply only if (for the variable assignment in question) the parent evaluates to
true.
Usage examples are shown in Figure 4. The fragment on the right hand side
can be applied only if next(a0,a1) and performedIn(a1,c1) hold in addition to the
precondition formula specified in the green rectangular node.2 Note that the preconditions refer to meta-variables that do not appear in the fragment variable
(a0 and c1 are not bound by actionT(a1)). For any binding of a1, we can, however,
determine which entities we must consider because of the functional dependencies that were declared for next and performedIn, which allow us to functionally
determine a0 and c1 from a1.
Since preconditions are always required to be true, the corresponding nodes never
appear in the ground network that is instantiated. In the case of Figure 4, we will
therefore obtain random variables with one and two parents for the left and right
fragment respectively.
4.2.3 Combining Rules
So far, we assumed that precisely one fragment was applicable for each random variable
that is instantiated. If more than one fragment is applicable, we can use combining
rules to compute a single conditional distribution from the individual distributions
associated with the applicable fragments and use as the set of parents the union of
all the sets of parents that are indicated by the applicable fragments. For a particular
boolean random variable Xi , let there be K applicable fragments. For the j-th ap(j)
plicable fragment, let the set of ground parents be ParXi , i.e. let the fragment define
(j)

the conditional distribution P (Xi | ParXi ). Combining the K conditional distributions
using a combining rule cr, which maps an arbitrary list of probability values to a new

2 The

green rectangular node is actually superfluous for the right hand fragment, because the condition it requires is already covered by the precondition +next(a0,a1). It was left in only for reasons
of clarity.
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1
2
3

l o g i c a l boolean r e q u i r e s ( student , course ) ;
random b o o l e a n p a s s ( s t u d e n t ) ;
combining −r u l e p a s s n o i s y −and ;

Figure 5: Excerpt of a model that is concerned with students at a university that are
required to take certain courses. For each required course, the model defines
the conditional probability of the student passing, which is influenced by
the student’s intelligence level and the course’s level of difficulty. The overall
probability of passing is determined by combining the influence of all courses
using the combining rule noisy-and, as declared in line 3. The suffix |c in the
fragment variable for pass explicitly states that the variable c is free (as it
cannot be functionally determined from s) and therefore the fragment can
potentially be applied multiple times depending on the entities that c can be
bound to given the precondition requires(s,c).
probability value, we instantiate the conditional distribution of Xi as
(j)

(1)

(K)

P (Xi = True | ∪K
j=1 ParXi ) = cr(P (Xi = True | ParXi ), . . . , P (Xi = True | ParXi ))
(3)
For Xi = False, we use the complementary probabilities. In the case of a non-boolean
variable Xi , we can use the combining rule to compute a value for each element in the
domain of the variable and then apply a normalization if necessary.
The following combining rules are currently supported by our implementation:3
QK
noisy-or(p1 , . . . , pK ) = 1 − j=1 (1 − pj )
(4)
QK
noisy-and(p1 , . . . , pK ) =
(5)
j=1 pj
=

minK
j=1 pj

(6)

max(p1 , . . . , pK )

=

(7)

average(p1 , . . . , pK )

=

maxK
j=1 pj
P
K
1
j=1 pj
K

min(p1 , . . . , pK )

(8)

We declare the combining rule that is to be used for a particular predicate/function
by adding a statement to the model’s declarations using the keyword combining-rule.
3 Note

that not all combining rules can sensibly be applied to non-boolean variables. In partciular,
noisy-and and noisy-or are associated with strictly boolean semantics.

13

For instance, consider the excerpt of the university model shown in Figure 5, where
we model the probability of a student passing all his courses using the combining
rule noisy-and, thus stating that the overall probability of passing is the result of the
student passing all of the individual courses, assuming that the events of passing any
two courses are mutually independent. In this example, we combined the influence of
several instances of the same fragment. Of course, the conditional distributions that
we combine with a combining rule can also originate from entirely different fragments
pertaining to the same fragment variable.
4.2.4 Functional Value Definitions
In some cases, it can be useful to define the value of a random variable as a function
of other random variables. For instance, we might want to define a boolean random
variable whose value corresponds to the disjunction of sentences involving other random variables. To support this, our implementation of BLNs supports the use of the
=OR prefix operator in the fragment network (see Figure 6). For a boolean random
variable Xi whose fragment uses this operator, let there be K parent instantiations
(j)
(j)
K
{ParXi }K
j=1 . With ParXi := ∪j=1 ParXi , the conditional probability distribution of Xi
is given by
P (Xi = True | ParXi = parXi )
(
WK V
1.0 if ParXi = parXi |= j=1 X ∈Par(j) Xl = True
l
Xi
=
0.0 otherwise

(9)

In Figure 6, we consider a model that is concerned with the habits of people participating in meals. People are characterized by their type, as are the meals (e.g.
breakfast, lunch, dinner). Several types of utensils and goods may be used and consumed respectively. People use particular utensils in order to consume particular goods
in meals, as indicated by the predicate usesAnyForIn(p,u,g,m). If, in applications of the
model, we sometimes are not concerned with what particular types of utensils are

Figure 6: Excerpt of a fragment network on meal habits that uses a functional value
definition and domain nodes

14

used for, then it may be sensible to additionally define usesAnyIn(p,u,m). The =OR operator in Figure 6 achieves that the truth value of usesAnyIn(p,u,m) is equivalent to
∃gusesAnyIn(p, u, g, m). This type of definition may, for computational reasons, be
preferable to defining this type of equivalence within the set L.
4.2.5 Domain Nodes (Per-Constant Dependencies)
In previous examples, a fragment’s conditional distribution was dependent on values of
functions declared in S. There are many situations in which it can be sensible to have
conditional distributions that depend on elements of a (fixed) domain, i.e. in effect,
to have a separate conditional distribution per constant belonging to the domain. To
support this, the parent of a fragment variable may simply bear the name of one of the
meta-variables appearing in the fragment variable. The parent then then stands for
the entities/constants in the domain that corresponds to the type the meta-variable
belongs to.
Consider again Figure 6. We use domain nodes for utensils and goods (u and g) in
this model, such that, for each type of utensil and good, we can have a different conditional probability function for usesAnyForIn. This modelling approach is appropriate
for this particular case, because we do not want to consider the actual objects being
used or consumed but are interested only in the classes to which the objects being
used/consumed belong.

4.3 Logical Formulas
The set L in a Bayesian logic network may contain a set of logical formulas constraining
the set of possible worlds. Formulas are declared in a text file, which contains one
formula per line. We use the following plain text syntax for the logical operators:
!
ˆ
v
=>
<=>

negation
conjunction
disjunction
implication
biimplication

Quantifiers are expressed as follows:
EXIST vars (formula)
FORALL vars (formula)

existential quantification
universal quantification

where vars is a comma-separated list of variables (words beginning with lower-case
letters) and formula is any complex formula (in which these variables appear) expressed
using the logical operators above. Universal quantification may be implicit, i.e. if a
formula contains free variables, these variables are assumed to be universally quantified.
In the logical coupling, non-boolean functions in the BLN are converted to predicates
with the value of the function as an additional parameter, i.e. the value expression
f (A, B) = C of function (f, (T1 , T2 ), T3 ) ∈ S would become f (A, B, C).
As an extension to pure first-order logic, we also support (the concise formulation of)
cardinality restrictions, as many real-world relations are subject to such restrictions.
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A cardinality restriction takes the form
count(rel(x1 , . . . , xn ) | xi1 , . . . , xim ) ∈ C

(10)

where m ≤ n and S ⊂ N, the semantics being that if the parameters that are given by
the index set {i1 , . . . , im } are bound to some fixed vector of constants, the number of
bindings for the remaining parameters for which the relation holds true is required to
be in the set C.
For example, in a model of parent-child relationships in which we do not want to
distinguish between males and females we want to state that every child should have
excactly two parents. This can easily be expressed by using the count constraint:
1

count ( parent ( x , y ) | x ) = 2

Although this formula could also be expressed in pure first-order logic, we can think of
relations with a higher count constraint, where the specification would become rather
lengthy.

4.4 Evidence
To instantiate a ground model, we typically require evidence on some set of entities E 0 .
The evidence may either state the mere existence of the entities or may make arbitrary
statements about the entities using the predicates/functions defined in S. The syntax
is as follows,
1
2

t a k e s ( John , A r t i f i c i a l I n t e l l i g e n c e ) = True
s t u d e n t = {Mary , A l i c e , Bob}

where line 1 makes a concrete statement about a student taking a particular course,
and line 2 states only that three particular entities of type student exist. Sometimes,
the use of integer constants as entities may be appropriate – particularly in sequence
models for the definition of the time domain. An integer range may be specified using
the syntax
1

time = {0..10}

Prolog Rules. The use of a logical model can be helpful for the specification of
evidence, because there may be patterns according to which additional pieces of evidence can be computing from given seed evidence. For instance, an evidence predicate
may represent a transitive relation, and we may want to the transitive closure to be
computed automatically. To this end, we can make use of Prolog rules that we can add
to the model’s declarations using the keyword prolog. For instance, we can compute
the reflexive, symmetric, transitive closure similarRST of the relation similar as follows,
1
2
3
4

prolog
prolog
prolog
prolog

s i m i l a r R S T (X , X)
s i m i l a r R S T (X , Y) :− s i m i l a r (X , Y)
s i m i l a r R S T (X , Y) :− s i m i l a r (Y , X)
s i m i l a r R S T (X , Z ) :− s i m i l a r (X , Y ) , s i m i l a r R S T (Y , Z )
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(a) Fragment network

1
2
3
4
5
6

(b) Ground model

type time ;
random b o o l e a n r a i n ( t i m e ) ;
random b o o l e a n u m b r e l l a ( t i m e ) ;
l o g i c a l b o o l e a n n e x t ( time , t i m e ) ;
r e l a t i o n K e y n e x t (_, y ) ;
p r o l o g n e x t (X , Y) :− V i s X+1 , Y=V .

Figure 7: Representation of the “umbrella world” hidden Markov model from [20] as a
Bayesian logic network (7a) and a ground model generated from it for time
= {0..3} (7b).
and use in our model either similar or similarRST as required. We can also define arbitrary
auxiliary Prolog predicates that never actually appear in our models.
As a particularly useful pattern, consider the sequence model defined in Figure 7.
We use Prolog to fully define the temporal succession relation (line 6). To instantiate
the model for a particular number of time steps, we therefore only need to specify a
concrete range of time steps.

5 Inference
There are several different approaches to inference in Bayesian logic networks. The
straightforward approach is to instantiate a ground network, i.e. either the ground
auxiliary Bayesian network or the ground mixed network, and then apply one of the
many standard inference algorithms. Recent work in lifted inference seeks to abstract
away from the ground instances, exploiting the repeated structures that result from
the application of the template model [2, 21]. BLNs may also be translated into MLNs,
which effectively enables any MLN inference algorithms to be applied to BLNs.
Inference in the Ground Auxiliary Bayesian Network. By instantiating the
ground auxiliary Bayesian network, we can leverage the large body of inference methods devised for Bayesian networks in the past, including
• exact methods, e.g.
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– naive enumeration of possible worlds
– variable elimination [3]
– Pearl’s algorithm (with junction tree conversion) [17]
– arithmetic circuits evaluation (ACE) [1]
• (importance) sampling methods, e.g.
– likelihood weighting [6]
– backward simulation [7]
– importance sampling based on evidence pre-propagation (EPIS-BN) [22]
– SampleSearch [10]
• Markov chain Monte Carlo methods, e.g.
– Gibbs sampling [8]
– MC-SAT [18]
• message-passing algorithms, e.g.
– (loopy) belief propagation [17]
– iterative join-graph propagation [4]
All the above methods (and quite a few more) are currently supported by our software
suite for Bayesian logic networks.
Inference in the Ground Mixed Network. In [15], Mateescu and Dechter propose two exact inference algorithms for mixed networks, one based on bucket elimination, the other on AND/OR search. An approximate inference algorithm that adapts
importance sampling to the specific requirements of mixed networks, SampleSearch, is
introduced in [10]; we can directly apply it to mixed networks if we adapt the method
to use a SAT or CSP solver that operates directly on the constraints. Similarly, MCSAT [18], which was originally proposed for Markov logic networks, is an algorithm
that is well-suited to inference in mixed networks, as it essentially reduces, within a
slice sampling framework, probabilistic inference to repeated SAT sampling (here, too,
we can avoid the explicit creation of the auxiliary Bayesian network).

6 Learning
Parameter learning in Bayesian logic networks is the problem of learning the conditional probabilities that parameterize the fragment network. Essentially, this problem
can be handled similarly to pure Bayesian network learning – the only difference being that many of the parameters are tied (as imposed by the template semantics).
In the simplest of cases, the probabilities are learnt based on maximum likelihood,
which reduces to counting relative frequencies of parent-child occurrences in the data,
as these already constitute a sufficient statistic [11]. If the hard constraints that the
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probabilistic model is combined with are formulas that indeed hold in the data, then
parameter learning in Bayesian logic networks is analogous to parameter learning in
other relational Bayesian network-based formalisms (see e.g. [5]).
The problem of structure learning (i.e. the learning of the connections in the fragment network), while theoretically interesting, is currently not being actively pursued
by us. From experience with other representation formalisms, we drew the conclusion
that a knowledge engineering approach is preferable given the current state of the
art. Structure learning is an inherently hard problem, and for models where sufficient
domain knowledge exists, it seldom produces results that are on par with engineered
model structures.

7 Software Toolbox
BLNs are supported by a number of software tools, implemented in the ProbCog
software suite for statistical relational learning, including
• a graphical editor for the creation of fragment networks
• command-line tools for learning and inference along with graphical wrapper applications (see Figure 8)

Figure 8: Screenshot of the ProbCog toolbox
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• tools for the scripting of relational stochastic processes in order to generate relational data
• a model server for easy integration of probabilistic reasoning into AI applications
The software suite is freely available for download.4

8 Conclusion and Future Work
Bayesian logic networks are a simple yet powerful representation formalism that unifies
probabilistic and logical representations. As meta-models for the generation of mixed
networks or (auxiliary) Bayesian networks, BLNs can be straightforwardly trained
even on large data sets and support a wide range of exact and approximate inference
techniques.
As directions for future work, it is conceivable to add support for soft logical constraints (as in Markov logic networks), which could increase expressiveness (at the
expense of learning performance, however). Furthermore, there is still a great need for
more efficient inference mechanisms if statistical relational models are to be used as reasoning components in cognitive technical systems, where near-real-time performance is
highly desirable. Especially approaches that seek to exploit repeated sub-structures in
ground networks (i.e. lifted or semi-lifted approaches) would be worthwhile exploring.
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